










the IGHV genes present in the mouse. To do so, we computed the
probabilities of the gpt mutations via templated mutagenesis from
the 129S1 IGHV donor gene set and the probabilities of the gpt
mutations via templated mutagenesis from the mock donor set of
simulated gpt homologs using the uniform-across-donors proba-
bility model specified by Eq. 1 for both cases. These models en-
code our intuition that if the mutations really were templated from
a donor gene set, the observed mutation spectrum should be biased
toward bases that are represented more frequently in potential
donors from that gene set. As an example, suppose that we are
considering one mutation in the gpt sequence from A to T. If all of
the potential templated mutagenesis donors in the V gene set
would lead to a mutation from A to T and all of the templated
mutagenesis donors in the gpt gene set would lead to a mutation
from A to C, the observed A to T mutation is explained better by
templating from the V genes than by templating from the gpt
genes. We can fit one model using donors from the mouse V genes
and another model using donors from the gpt genes and compare
how well each model explains the data; if templated mutagenesis
from mouse V genes were really occurring, we would expect the V
gene model to fit the data better than the gpt model. If this is not
true, it suggests that both the V gene and the gpt inferences are
spurious, as the gpt donor genes are not actually present in the
mouse.
For each sample, we computed the average probability of the

mutations in the gpt sequences given templated mutagenesis from
the mouse IGHV gene donor set and the gpt donor set for tract
sizes ranging from 8 to 14. We found that these numbers were
comparable for the gpt donor set and the mouse IGHV gene donor
set, as shown in Fig. 2. As described in Materials and Methods,
we used a mixed-effects model to test for a difference in the ex-
pected probabilities of mutation because of templating from the
gpt donor set and the mouse IGHV gene donor set. The resulting
p values were as follows: p = 0.059, 0.054, 0.115, 0.202, 0.001,
0.213, and 0.249 for k = 8 through 14, respectively. This indicates
that the mutations in the gpt sequences do not tend to look any
more like the mouse IGHV gene donor set than they do like the
gpt donor set. Because the gpt donor set was not present in the
mouse, we believe that it is unlikely that the mutations in the gpt
sequences were introduced by templating from the mouse IGHV
genes.
To further investigate whether the mutations could have arisen

because of templated mutagenesis from the mouse V genes, we
asked whether mutations that had a higher probability under the
templated mutagenesis model were observed more frequently. For
each mutation from germline base b1, we computed the probability
of mutation from b1 to any of the other three bases at that position
under the templated mutagenesis model. We then asked whether
target bases that had a higher probability under the templated
mutagenesis model were observed more frequently.
We found that mutations with higher probabilities under the

templated mutagenesis model were not observed any more fre-
quently than mutations with low probabilities under the model
(Fig. 3). This finding held true both for the model of templated
mutagenesis from gpt genes and from the 129S1 IGHV genes. To
formally test whether mutations with high probabilities occurred
more frequently, we performed independent logistic regressions
for each pair of germline and target base. The response variable
was an indicator of whether the observed mutation was the target
base, and the predictor variable was the probability of mutation to
the target base under the templated mutagenesis model. In each
case, we found that the slope in the model was nonsignificant at
the 0.05 level, indicating that the templated mutagenesis model
did not help to explain the observed pattern of mutations. This

analysis provides further evidence that the mutations in the gpt
sequences did not arise by templated mutagenesis from the IGHV
genes present in the mouse.

Upper bounds on the rate of templated mutagenesis

We combined PyMF’s estimate of the rate of templated muta-
genesis with our estimate of PyMF’s FPR to obtain an approxi-
mate upper bound on the true rate of templated mutagenesis in
mice (using the VB1-8 sequences) and in humans (using the anti-
Ebola sequences). By plugging in PyMF’s estimates of the rate of
templated mutagenesis in the VB1-8 sequences and our estimates
of PyMF’s FPRs from the gpt sequences to Eq. 2, we found upper
bounds on the rate of templated mutagenesis in this system
ranging from 0 (in cases that our estimate of the FPR exceeds the
rate at which PyMF identified templated mutations) to 0.1,
depending on the value of k and the assumed TPR (Table I, top
panel). The largest upper bounds were obtained at k = 8. For the
human anti-Ebola sequences, we found upper bounds on the rate
of templated mutagenesis ranging from 0 to 0.12, with the num-
bers again varying based on the value of k and the assumed TPR.
In this case, the largest upper bounds is obtained at the largest
value of k, k = 14, and in general, the larger values of k correspond
to larger upper bounds. However, note that because these esti-
mates are upper bounds of the true rates in both humans and mice
they are consistent with a rate of zero.
We caution against taking these numbers as definitive, as we do

not know the TPR of PyMF, and they require that our estimate of
the FPR of PyMF is a lower bound. However, they attempt to
correct the observed rates using FPR estimates and, in particular,
show that templated mutagenesis does not occur at a high rate
unless PyMF misses many true templated mutagenesis events.

Consistent results using the reverse complementary strand

We also tested whether templated mutagenesis could be occurring
from the reverse complementary strand. To this end, we repeated all
the analyses with the reverse complements added to the donor gene
sets. The results are shown in Supplemental Figs. 1 and 2 and
Supplemental Table II and were qualitatively similar to those with
the original gene sets. The rate estimates were slightly higher
because of the larger size of the donor sets (Supplemental Fig. 1).
The average probability of the observed mutations given templated
mutagenesis from the gpt genes and their reverse complements
remained about the same as the average probability of the observed
mutations given templated mutagenesis from the IGHV genes and
their reverse complements (Supplemental Fig. 2). The upper bounds

FIGURE 2. Average probability of the observed mutations under a

templated mutagenesis model, either templating from gpt genes or tem-

plating from the set of 129S1 V genes. Each point corresponds to one

sample taken from either spleen or Peyer patches, so that the average is

computed over all sequences in a given sample. This analysis was per-

formed once on data from six individual mice, with two replicates per

mouse corresponding to samples from Peyer patches and spleen, yielding

12 total samples.
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on the rate of templated mutagenesis also remained low when
the reverse complements were included in the donor gene sets
(Supplemental Table II).

Consistent results using filtered donor gene sets

We obtained PR estimates of 73% for humans and 79% for mice
(Table I) when applying the PolyMF strategy with k = 8, using our
chosen donor gene sets and BCR sequence datasets as discussed in
Materials and Methods. In their analysis, Dale et al. (2) estimate
this PR to range to be ∼502 65% when applying the same
strategy to their chosen donor gene sets and BCR sequence
datasets. Although they describe the five different BCR sequence
datasets used to obtain these estimates, two things remain unclear.
First, it is not obvious how they extracted the 502 65% range
from the data displayed in their Figure 5(I), which seems to show

PR estimates roughly ranging from �30 to �90% and whose rate
estimates seem to depend on the dataset in question. Second, they
do not describe the exact donor gene sets obtained from IMGT.
The construction of the donor sets is crucial because the number
of genes in the donor set influence the PR estimates; adding more
templates to the donor set can only increase the number of Pol-
yMF hits because there will be more chances to observe a match.
To address these discrepancies, we reran both of the VB1-8 and

anti-Ebola analyses using a more restricted donor gene set in each
case. Specifically, we filtered out all ORF and pseudogene (P)
sequence reads from the respective IMGT sets, which led to a
31.7% decrease in potential donors for the VB1-8 sequences and a
44.9% decrease in potential donors for the anti-Ebola sequences.
We obtained PR estimates of 42% for humans and 62% for mice for
k = 8. Detailed tables of rate estimates using the filtered donor

FIGURE 3. Each subplot displays whether a mutation was observed (on the y-axis) versus its probability under the templated mutagenesis model (on the

x-axis). A y value of one means the mutation was observed, and a y value of zero means the mutation was not observed. For each mutation, the germline

base is indicated by the row name, and the target base is indicated by the column name. The lines are linear smoothers. We do not observe any consistent

and significant trend to these lines, indicating that templated mutagenesis has not contributed to the observed sequence changes in the gpt sequence data set.

This analysis was performed once on data from six individual mice, with two replicates per mouse corresponding to samples from Peyer patches and spleen,

yielding 12 total samples.
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sets, analogous to Table I, can be found in the main GitHub re-
pository (https://git.io/Jfl6t). Between the collective full and re-
stricted analyses for mice and humans, our PR estimates range
from 422 79%, which contains the 502 65% range proposed by
Dale et al. (2). More importantly, our estimates on the upper
bound of templated mutagenesis events remain highly similar
between the full and restricted analyses, demonstrating the ro-
bustness of our methodology to the particular choice of donor
gene set.

A small p value for a simplified null model does not imply a
nontrivial effect size for the rate of templated mutagenesis

Finally, we point out that our estimates of templated mutagenesis
occurring at a low rate are in fact compatible with the large values
of Stouffer Z and the correspondingly small p values obtained in
Dale et al. (2). These authors compare the rate of templated mu-
tagenesis to the rate obtained using a simplified null model (called
RandomCheck) in which, conditional on the locations of the
mutations, the mutation identity at each location is independent of
the other locations and follows a fixed distribution taken from
previous studies. This model is a simplification of the classical
Neuberger model of SHM in many ways. In the Neuberger model,
lesions introduced by AID can be resolved by one of three path-
ways, each of which leads to a repair by a different set of en-
zymes. The likelihood of each pathway being recruited to repair
the lesion depends on nucleotide context, and each pathway is
assumed to have its own unique, context-dependent mutation
profile (16). The result is that the mutations are not independent
and identically distributed conditional on the germline base, in
contrast with the assumption of RandomCheck, which was used to
compute p values and Stouffer Z in Dale et al. (2). Aside from
issues of independence, the overall mutation profile taken from the
literature is exceedingly unlikely to be exactly correct, and given
enough samples, any consistent hypothesis-testing framework will
confidently identify even small differences between the true mu-
tation profile and the one drawn from the literature.
To demonstrate that even a slightly misspecified model can lead

to extreme values of Stouffer Z and highly significant p values, we
performed a small simulation study. We suppose that the fraction
of mutations explainable by templated mutagenesis in the “true”
model is drawn from a b distribution with mean 0.518 and vari-
ance 0.048, shown as a dashed line in Fig. 4. In the null model, the

fraction of mutations explainable by templated mutagenesis is
drawn from a b distribution with mean 0.5 and variance 0.05,
shown as a solid line in Fig. 4. We simulate 2000 values (corre-
sponding to the 2000 gpt sequences analyzed) for the fraction of
mutations explainable by templated mutagenesis, construct Z
values from the hypothesis test that these values come from the
null distribution, and finally, compute Stouffer Z from the col-
lection of 2000 Z values. We performed this procedure 10,000
times, yielding a distribution of 10,000 Stouffer Z values.
In this simulation, the values of Stouffer Z were centered around

3.65 with an SD of 0.97. The corresponding p values had a median
value of 1.33 1024. Ten percent of the p values were smaller than
4.23 1027, and ninety percent were smaller than 7.93 1023. The
full distributions of both the p values and Z statistics are shown in
Fig. 4. These numbers are comparable to those reported in Dale
et al. (2) and they show that even a very small amount of mis-
specification in the null model could lead to very small p values in
the hypothesis-testing framework.

Discussion
Species rely on a variety of pathways for secondary Ab diversi-
fication, and the reasons for this variety remain an immunological
puzzle. The current understanding is that chickens, rabbits, and
some other species use a combination of GCV and SMH during
affinity maturation, whereas humans and mice use only SMH. A
recent paper by Dale et al. (2) suggests that humans and mice also
use extensive templated mutagenesis to diversify their repertoires,
which may happen by a mechanism similar to GCV. This finding
was based on a novel method, PolyMF, for identifying templated
mutagenesis via microhomology, and in this article we studied its
properties.
We were interested in the FPR of the PolyMF strategy and

developed a novel way of estimating this rate. We ran the algorithm
on two sets of mutation observations, derived from mouse and
human, respectively, using two corresponding sets of simulated
donor genes not present in the subject in question; any inferences of
templated mutagenesis in this case must be spurious. The ho-
mology structure of these mock donor genes mimicked that of the
set of potential templated mutagenesis donors present in the
subject. Using this method, we found that although the PolyMF
strategy is quite sensitive to templated mutagenesis, it also has
an FPR exceeding 50% for the donor tract sizes considered in

Table I. Upper bounds on the rate of templated mutagenesis in the VB1-8 (top) and the anti-Ebola sequences (bottom) computed for a range of tract
lengths (k) and sensitivities

Mice

k PyMF Rate PyMF FPR UB (1) UB (0.99) UB (0.95) UB (0.9)

8 0.79 0.83 0 0 0 0
9 0.54 0.5 0.08 0.08 0.09 0.1
10 0.28 0.25 0.05 0.05 0.05 0.05
11 0.15 0.14 0.01 0.01 0.01 0.02
12 0.11 0.09 0.01 0.01 0.01 0.02
13 0.07 0.07 0 0 0 0
14 0.06 0.05 0.01 0.01 0.01 0.01

Humans

8 0.73 0.78 0 0 0 0
9 0.44 0.43 0.02 0.02 0.02 0.02
10 0.26 0.2 0.07 0.08 0.08 0.09
11 0.18 0.11 0.09 0.09 0.09 0.1
12 0.15 0.07 0.09 0.1 0.1 0.11
13 0.15 0.05 0.1 0.1 0.11 0.11
14 0.13 0.03 0.1 0.11 0.11 0.12

The number in parentheses denotes the assumed sensitivity (TPR) of PyMF.
PyMF rate, naive PyMF estimate of the rate of templated mutagenesis; UB, upper bound.
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Dale et al. (2). We used our estimates of the FPRs of the PolyMF
strategy along with the naive PolyMF estimates of the rate of
templated mutagenesis to obtain upper bounds on the true rate in
mice and humans. In each case, we obtain upper bounds ranging
from zero to around 10%, although because these are upper
bounds, the true rate may also be zero.
Many of the results in Dale et al. (2) were based on findings of a

statistically significant deviation from a null model instead of an
estimate of the rate of templated mutagenesis. The results of the
PolyMF/RandomCheck strategy were presented in terms of a
Stouffer Z score, which describes deviation from a simplified null
hypothesis about the way the mutations arise. We showed that the
observed Stouffer Z values and p values in Dale et al. (2) are not
proof of templated mutagenesis, but merely reflect the fact that the
specified null model is incorrect, and given thousands of samples,
we have enough power to detect even small departures from it.
The same considerations apply to the findings of linkage dis-

equilibrium in the mutated sequences; a statistically significant
amount of linkage disequilibrium does not imply templated mu-
tagenesis, and is in fact entirely consistent with the Neuberger
model. In particular, if a mutation-generating process satisfies
mutation at one site and implies a higher probability of mutation at
nearby sites, and not every base has an equal probability of being
chosen as the new base for mutation, then sites that are close
together will be in linkage disequilibrium, although the mutations
are not introduced by templated mutagenesis. One of the potential
pathways posited by the Neuberger model to resolve AID lesions
has exactly the properties described above. In that pathway, an
exonuclease strips out several nucleotides around the AID-induced
lesion, and the resulting single-stranded sequence is patched by Pol
h, an error-prone polymerase. Thus, a mutation at one position is
likely to be accompanied by mutations at neighboring positions
because Pol h might have introduced multiple errors in the same
patch of nucleotides. In addition, we do not expect Pol h to re-
place nucleotides uniformly at random because we expect bias in
the nucleotide misincorporation rate (16). Accordingly, we expect
this pathway to cause linkage disequilibrium between sites,

particularly those that are close together. Therefore, the observed
significant linkage disequilibrium is not prima facie evidence of
templated mutagenesis.
Next, we describe several limitations of the analysis presented in

this study to be considered when interpreting the results. First, our
bounds depend on our estimate of the FPR being an underestimate
of the true FPR. We have two main reasons for believing that this is
true, particularly for the human sequences. The first is that our
mock donor sets of simulated gpt homologs are slightly smaller
than the corresponding IMGT donor gene sets. The mock gpt set
based on the mouse IMGT IGHV genes has 462 unique genes,
compared with 499 in the mouse IMGT IGHV gene set. The
corresponding numbers for the mock gpt set based on the human
IMGT IGHV genes and the human IMGT IGHV genes are 404
and 466. The mock gene sets have slightly smaller numbers of
genes than the gene sets they were based on because of the sim-
ulation method; not all of the branches in the inferred tree actually
lead to a mutation in the simulations, and so there are fewer
unique genes than leaves in the tree. Our second reason for be-
lieving our estimate of the FPR is conservative involves the cor-
respondence between diversity in variable regions and mutation
hotspots; in real Ab sequences, mutations are more likely to occur
in the CDRs, and there is also more variability in the IGHV genes
in the CDRs. This is not the case for the gpt sequences; as dem-
onstrated in (4), there are mutation hotspots in the gpt genes as
well, but these hotspots do not correspond to regions of higher
variability in the mock gpt gene sets. Because mutations are more
likely to occur in regions with more templated mutagenesis tem-
plates in the Ab gene sequences than in the gpt sequences, we
believe that the FPR estimate based on the gpt sequences is lower
than the true FPR.
We emphasize that we have obtained bounds on, not estimates of,

the rate of templated mutagenesis, and that these bounds depend on
assumptions about the sensitivity of PyMF and on our estimate of
the FPR being conservative. For humans, the quality of the bound
also depends on how well our estimate of the PyMF FPR translates
from mice to humans. We were only able to estimate the FPR of

FIGURE 4. Top, Densities of the dis-

tributions used in the simulations of

Stouffer Z. Samples coming from the

“true” distribution (dashed line) are tested

against the hypothesis that they come from

the null distribution (solid line). Bottom,

Distributions of Stouffer Z statistics (left)

and p values (right) for the true and null

distributions in the top panel for 10,000

simulation trials. In each trial, the Stouffer

Z value is aggregated over 2000 inde-

pendent tests, which is about the same

as the number of trials aggregated by

Dale et al. (2).
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PyMF in the mouse because of the transgenic system set up in (4),
and that estimate translates to humans to the extent that the SMH
processes of the two species coincide. We expect the processes to
be similar enough that the FPR is valid for both species, but any
differences that do exist mean that the bounds for mice are more
reliable than those for humans.
It is still possible that templated mutagenesis occurs at a low rate.

If so, characterizing its properties is important because even if
templated mutagenesis events occur infrequently, they could in-
crease the rate of certain mutation patterns immensely. This has
important implications for estimation procedures (phylogenetic
estimation, germline annotation, etc.) as well as translational ap-
plications such as rational vaccine design. Thus, we do not view our
work as closing the book on the interesting possibility that tem-
plated mutagenesis could play a role in B cell diversification.
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